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The Evolution of Agent Hos‘ting

Where your agents live shapes control, cost, data, and capability



Where Will Your Agent Live? @

o
Three hosting wmodels. Three very different tradeoffs. CI rrlus
solutions

“hree Model:

Self-Hosted

e.g, AWS, GCP, Azure, on-prem
Your infrastructure. Your rules.

* Total control of stack & data
* Bring any model, any framework
* You build retries, audit, scale

* Highest operational burden

Best when: data residency,
open-weight models, or scale
matter most.

SoFtware-Ahgneo{

e.g, Salesforce Agentforce, Copilot Studio
Lives in your business platform.

* Inherits identity & data model
* Sharing, audit, RBAC for free
* Fastest Fntk to in-app value
* Locked to platform's worldview

Best when: the work already
lives in a CRM, ITSM, or
back-office platform.

Provider-Hosted

e.g, Anthropic Managed Agents, OpenAl
Workspace Agents

You build it. The vendor runs it.

* Vendor owns runtime & scale

* You own logic, prompts, tools
* Sessions & sandbox managed
* Tied to vendor's model family

Best when: you need bespoke
agent |ogic without standing up

your own Plnt‘:orm.

The choice you make first shapes everything that follows --
your data path, your identity model, your cost curve, and your blast radius.




The Hosting Spectrum

Control vs. convenience -- pick your tradeoff. CIrr!us
solutions

Continuum
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Provider-Hosted
Vendor runs the agent

u wrote

e.gy I‘\tmwgz: Agents, Workspace

It's a continuum —- not a ladder. Most enterprises run two or three of these
side by side, each chosen for the workload it fits best.




Self-Hosted m

You own the entire stack -- from runtime to retries. CIrrlus
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Pattern: Self-Hosted

e.gy AWS | GCP | Azure | On-prem clusters | Open-source frameworks

YOUR INFRASTRUC

/ Orchestrator Model Calls Tool Registry

LangGraph, custom API or self-hosted MCP servers, Pinecone, pgvector,
state machine LLM inference custom adapters Weaviate

Session State Auth & Secrets Observability . Scheduler / Queue
Redis, Postgres, IAM, vault, Traces, evals, Cron, SGS, Temporal,
DynamoDB token rotation cost dashboards background workers

| WHEN IT WINS WHAT IT COSTS

* Strict data residency / privacy * Months of platform engineering

* Need open-weight or local models * You build identity, audit, retries, evals

* Workloads at scale where unit costs matter * On-call burden when agents misbehave

* Mature platform team already in place * Slowest path from idea to production
Maxi freedom. Maximum responsibility.




SoFtware-Aligneo( Hosting @

CIrrius

Agents embedded in the business platform that already runs the work. I
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Pattern: Platform-Embedded

e.gy Salesforce Agentforce | Microsoft CoFi[ot Studio | ServiceNow Now Assist | Workday AT

BUSINESS PLATF
N
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[ Data Model } - o { Workflow / UL ]
Agent
-7 g scoped to the platform e
' Sharing / RBAC |, & > <| Compliance J

inherits from platform

7

£ WHEN IT WINS WHAT IT COSTS

* Work ulready lives in this Plaﬂ:orn * Platform's model & runtime, not yours
* Need governance, audit, sharing for free * Limited reach beyond the platform's data
* Fastest path to in-context user value * Per-user licensing scales with seats

* No integration glue to maintain * Agent dies if the platform changes course

Tightest fit when the work already lives there.




Provider-Hosted m

You write the agent. The vendor runs the runtime. CIrrlus
solutions

Pattern: Hosted Runtime

e.g. Anthropic Managed Agents | OpenAI Workspace Agents | Bedrock AgentCore | Vertex AL Agents

I VENDOR RUNS
i Agent Log i Compute & Scoale

Prompts, system messages, Autoscaling, region routing,
planning loops zero-ops infra

Custom Tools

Your APIs exposed via MCF

or function schemas

Sessions & Mewory (Sometimes)

deploys to Stateful conversations,

; persisted automatically

Data & skills Sandboxed Tools

Files, vector stores, Code execution, file I/0,
knowledge sources web access in isolation

Guardrails, allowed actions, OAuth flows, secrets vault,

uutput schemas ‘ per-tenant isolation
WHEN IT WINS WHAT IT COSTS

* Need bespoke logic, not turnkey * Locked to one model family's roadmap
* Want ged sessi & sandt * Data flows through vendor's cloud

* OK with vendor's model family * Per-call or per-seat pricing

* Production maturity in weeks, not quarters * Less visibility into runtime internals

You build the agent. The vendor handles everything else.




How Tl\ey Compare_

Same axes. Very different answers.

Side-by-Side

Dimension Self-Hosted Software-Aligned Provider-Hosted

Medium -~
vendor runs runtime

Per token / per call,
or per seat

A

Vendor's cloud -
check regions

N

Bring your own auth
or usr:ue(or Sso

Fast —
days to weeks

Medium-High —
tied to model + runtime

Vendor's family
(swap in—ﬁanﬁll, onll,)

(AN

Read across each row to spot the tradeoff. No row has a clean winner --
every column trades something to gain something else.
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How to Choose /.ﬁ/\gﬁﬂo

Most teams blend two of these. Here is how to pick the first one. Clrrlus
solutions

Decision Framework

- N 7
I ASK THESE FIRST COMMON PATTERNS

1. Where does the work already live? Platform-First Enterprise
If users live in a CRM or ITSM, Soctwnre—alisned for core CRM/ERP work.
start software-aligned. Provider-hosted for bespoke side flows.

2. How sensitive is the data?

Strict residency or local models Builder—Heavy SaaS
=> self-hosted. Provider-hosted (embedded) for product features.
Self-hosted for data-sensitive workloads.

W

. Custom logic, or task-shaped?
Bespoke flows => provider-hosted.
Turnkey work => check vendor-surface

flavor first. Provider-hosted (vendor-surface) for individuals.

Software-aligned for team-of-record work.

Knowledge-Worker Augmentatior

4. Do you have a P!aﬂ:orm team?

No team => avoid self-hosted
d 5

on day one Regulated Industries

" Self-hosted for sensitive data paths.

5. How will you observe & evaluate? S A et e e s

If you cannot trace it; you

cannot trust it.

Hosting is not a one-time decision — it is a portfolio.
Pick the model that fits the workload, expect to run two or three side by side,

and revisit as the agent landscape keeps moving.

The right answer is rarely just one of them.



The Big Labs Want to Own the Stack: Harness + Model + Hosting

Two production-grade agent hosting offerings, two very different lenses on how an agent should run

ANTHROPIC
Claude Managed Agents

)

Public beta — April 8, 2026 - Developer / API lens

Composable APIs / 'meta-harness'.
Separates agent LOGIC from RUNTIME.
You bring the brains; Anthropic runs the loop.

Developers / platform teams shipping
production agents (Notion, Rakuten, Sentry,
Allianz already deployed)

Orchestration loop - code sandbox - session
state - credential vault - persistence -
observability - long-context mgmt

Bring-your-own tools via API + MCP.
Open integration surface — anything you
can wrap as a tool, the agent can call.

$0.08 per session-hour
+ standard Claude API token costs.
Usage-based, transparent.

Platform-managed credentials, sandboxed
code exec, debugging + audit trails.
Guardrails owned by the developer.

Skip months of agent infra.
'Define behavior, we run the loop' -
optimized for long-running, multi-step work.

A N\ NT T N NIE D

LENS / FLAVOR

TARGET USER

WHAT'S HOSTED

ToOLS /
CONNECTORS

PRICING

GOVERNANCE

KEY
DIFFERENTIATOR

LOCK-IN RISK

Successor to Custom GPTs — April 23, 2026

Business-user / SaaS lens

(

-

Packaged agents living inside ChatGPT.
Template-driven, no-code authoring.
The agent is a 'co-worker' app, not a service.

~

-

Knowledge workers + IT admins on
ChatGPT Business / Enterprise / Edu.
Build via prompt or template, not code.

~

-

Agent runtime - persistent memory - scheduled
autonomous runs - approvals workflow - Codex
for multi-step execution - in-Slack operation

~

-

Curated SaaS connector catalog: Slack,
Google Drive, Microsoft 365, Salesforce,
Notion, Atlassian Rovo (Connector Registry)

~

-

Free during preview through May 6, 2026.
Then credit-based on top of ChatGPT seats
($20+/user/mo Business - Enterprise varies).

>~

e

Admin role-based controls - who can build,
publish, browse - per-tool restrictions -
Compliance API for execution visibility.

Nl N N e I e N

TAKEAWAY: Anthropic is selling the runtime to developers - Bring Your Logic, We Run The Loop.
OpenAI is selling the destination to enterprises — The Agent Lives Where Your Team Already Works.
Both are racing to own the full stack: harness + model + hosting. Choose your lock-in deliberately.
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